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Abstract
Video-based conversational interaction between humans and gen-
erative artificial intelligence (GenAI) represents a rapidly emerging
paradigm at the intersection of networking, multimedia commu-
nication, and vision language models (VLMs). Applications such
as ChatGPT and Gemini enable users to point their smartphones
at objects/scenes and receive contextual responses, opening new
possibilities for on-the-go visual understanding. However, despite
their growing adoption, the underlying performance dynamics and
system behavior of these applications remain poorly understood.
In this paper, we present the first systematic measurement study of
video-based human–GenAI interaction across five representative
applications with 11 distinct variants. We develop a custom toolset
to characterize these applications across diverse network condi-
tions and interaction scenarios, exposing how design decisions in
video delivery and transport protocols shape user-perceived expe-
rience. Our measurements reveal several fundamental bottlenecks:
conversational latency remains above natural turn-taking thresh-
olds even in unconstrained networks; protocol choices significantly
affect system robustness under packet loss; and conventional video
streaming practices, such as prioritizing stable frame rates, often
degrade VLM inference accuracy. Our findings provide an empirical
foundation for designing and optimizing next-generation real-time
human–AI interaction.

CCS Concepts
• Information systems→Multimedia streaming; • Comput-
ing methodologies→ Artificial intelligence.
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Vision Language
Model (VLM)

Hey GenAI, I am filming 
this as I walk around. 
What am I looking at?

Your video shows a large 
outdoor Christmas tree 
glowing with colorful 
lights. Merry Christmas!

Internet

Figure 1: Illustration of video-based conversational interac-
tion between a user and GenAI.

1 Introduction
The emergence of generative artificial intelligence (GenAI) agents
empowered by multimodal foundation models marks a major in-
flection point in human-computer interaction. Recent advances
now allow applications such as ChatGPT [48] and Gemini [23] to
process and interpret real-time video input, effectively turning ev-
eryday mobile devices into powerful platforms for conversational
human–GenAI interaction. As shown in Figure 1, these applications
follow a common pipeline: the client continuously captures and
encodes live camera frames, transmits them over the Internet to
the provider’s backend, where a vision language model (VLM) [73]
performs inference and generates a response that is delivered back
to the user, often in the form of synthesized speech.

As conversational video interaction with GenAI becomes increas-
ingly woven into daily mobile experiences, its potential to augment
human perception and decision-making continues to expand. For
instance, by recognizing objects [72], describing scenes [2], and ex-
tracting visual information [50] based on the camera feed of mobile
devices, these GenAI services offer immediate, context-aware re-
sponses to natural language prompts. This new capability expands
the landscape of practical use cases, ranging from assistive tools
that support people with visual impairments [47] and real-time
visual tutoring and language learning [65], to intelligent productiv-
ity assistants that help users better understand and act upon their
physical environment [41].

However, delivering such functionality seamlessly requires tightly
coordinating live video capture and processing, network transport,
and GenAI model inference, whose interactions introduce new
design and performance challenges not seen in earlier research
on video streaming/analytics [36, 40], real-time communication
(RTC) [45], and VLMs/large language models (LLMs) [73]. For in-
stance, unlike traditional interactive video systems such as video
conferencing [6, 40] and cloud gaming [28], where user experience
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is primarily driven by human-perceived visual quality and respon-
siveness, video-based human–GenAI interaction also depends criti-
cally on whether the backend VLM can correctly understand the
streamed visual content and generate accurate responses. Achieving
responsive, reliable, and widely accessible experiences, therefore,
demands a deep understanding of how these GenAI services operate
in realistic conditions.

To shed light on how today’s video-based human–GenAI interac-
tion behaves in practice, we conduct a comprehensive measurement
study of the end-to-end operation across five leading applications:
ChatGPT [48] from OpenAI, Doubao [4] from ByteDance, Gemini [23]
fromGoogle, Grok [67] from xAI, and Yuanbao [56] from Tencent.We
develop a custom toolset to conduct controlled experiments across
diverse network conditions and interaction scenarios, with a total
of 47,750 sessions encompassing 1,030 hours of experiments (§3).
Our measurement framework enables us to quantify conversational
latency and VLM inference accuracy, capture transport/application-
layer behavior, characterize video frame-rate and quality adaptation,
and evaluate the robustness of different protocol choices under net-
work stress. The resulting dataset and analysis reveal fundamental
limitations in the current design of these applications.

We summarize our key findings as follows.
Finding 1: High Conversational Latency even in Unthrot-
tled Network Environments. Our measurements show that, even
under unconstrained network conditions, the user-perceived end-
to-end delay consistently exceeds 2s across all applications, with
Doubao surpassing 6s at the 95th percentile. These delays are far
above the ∼1s threshold required for natural turn-by-turn conver-
sation [10], despite all applications assigning geographically close
entry servers to minimize the length of the bottleneck Internet path.
When the network is disrupted (e.g., experiencing packet loss or
limited available bandwidth), latencies increase further across all
applications. Such elevated delays substantially degrade conversa-
tional fluidity and overall user experience.
Finding 2: Limited Inference Capability and Modest User Ex-
perience.Whether the underlying VLM can accurately interpret
a user’s streamed video and audio prompt is another critical de-
terminant of user experience. To quantitatively measure this, we
leverage MVBench [34], a well-established benchmark that offers
multiple-choice QA tasks for evaluating inference accuracy. Even
under unconstrained networks, all applications achieve accuracy
below 75%, with the free tiers of Gemini and Grok falling below 50%.
Consistent with these results, the user experience, measured by
mean opinion score (MOS), remains modest. On a five-point scale,
all applications have average MOS below 4, and the lowest (the free
tier of Grok) is around only 2. Our measurements further reveal that
these key quality of experience (QoE) metrics, accuracy and latency,
are strongly influenced by how video is delivered to the backend
VLM, including the choice of transport protocol and transmission
scheme, as well as the video stream’s frame rate and quality.
Finding 3: Protocol and Transmission Choices Affect Net-
workingPerformance.Applications adopt different protocol stacks
for uplink video delivery. ChatGPT and Yuanbao employ UDP/RTP
at the transport/application layer for frame-based transmission,
sending each live-captured video frame individually. Doubao simi-
larly relies on UDP but with a custom application-layer protocol

for frame-based delivery. By contrast, Gemini and Grok conduct A/B
testing on their protocols: Gemini alternates between QUIC/HTTP-3
(H3) and TCP/HTTP-2 (H2), while Grok switches between UDP/RTP
and TCP/H2. The UDP/RTP and QUIC/H3 variants utilize frame-
based transmission, whereas the TCP/H2 variant employs chunk-
based delivery, which encodes multiple frames into a chunk. We
observe that chunk-based transmission is poorly suited for live
video streaming in human–GenAI interactions, as it introduces sub-
stantial additional delay (e.g., up to ∼300ms). Furthermore, it sig-
nificantly increases bandwidth consumption, which makes chunk-
based approaches more susceptible to performance degradation
under network constraints, affecting VLM inference accuracy.
Finding 4: High Video Quality Helps, but High Frame Rates
Offer Limited Benefit. Among applications that use frame-based
transmission, we observe substantial variation in frame rate and
in video quality. Our measurements indicate that higher-quality
frames generally improve VLM inference accuracy, whereas high
frame rates often provide limited benefit, likely because VLMs in-
ternally process video at relatively low effective rates. For example,
Yuanbao has the lowest frame rate at 10 FPS (frames per second) but
the largest average frame size (>11 KB), suggesting higher encoded
video quality, and achieves about 60% accuracy on MVBench [34].
In contrast, the UDP/RTP variant of Grok has the highest frame
rate (100 FPS) with much smaller frames (∼2KB, about one-fifth
of Yuanbao), resulting in roughly 2× the throughput of Yuanbao but
the lowest accuracy (below 40% for its free tier). To validate this
observation, we further conduct controlled experiments by explic-
itly varying video resolution, H.264 quantization parameter (QP),
and FPS over the measured applications, Gemini API [24], and a
state-of-the-art VLM [68]. The results show that reducing video
quality, either by lowering resolution or increasing QP, leads to 20–
40% accuracy degradation across applications and models, whereas
reducing frame rate from 30 FPS to 5 FPS has a limited impact.
Finding 5: Transport Protocols Critically Impact Robustness
under Network Disruptions. The choice of transport protocol
has a profound impact on application behavior under disrupted
networks with limited bandwidth or packet loss. We observe that
reliable protocols such as TCP retransmit data under network dis-
ruptions, which can significantly inflate conversational latency. The
reliability mechanism also increases the risk of connection termi-
nation when acknowledgments are lost/delayed. For example, the
TCP variant of Grok experiences conversational latency exceeding
60s, or even complete connection loss, under only 1% packet loss.
The QUIC variant of Gemini, which is also built on reliable delivery,
exhibits similar latency inflation under severe disruptions. In con-
trast, applications that use UDP avoid retransmissions and continue
to function even under loss rates as high as 20%, without incurring
dramatic increases in conversational latency.
Finding 6: VLM-Oriented Video Delivery Necessitates New
Rate Adaptation Strategies. When available bandwidth is lim-
ited or packets are lost, all applications reduce their sending rate
due to congestion control. Traditional adaptive bitrate (ABR) al-
gorithms [42], widely used in human-facing video streaming, pri-
oritize lowering resolution while maintaining a stable frame rate
to preserve smooth playback. Our measurements show that this
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approach does not translate well to video delivery for VLM con-
sumption. For instance, when the loss rate increases from 3% to 5%,
ChatGPT’s accuracy drops from 58% to 36%. It responds to packet loss
with a traditional ABR-style strategy: maintaining a stable frame
rate while reducing packet size, which likely indicates degraded
video quality. In contrast, Yuanbao maintains video quality even at
a 20% loss rate and instead reduces the frame rate from 10 FPS to
6–7 FPS. As a result, its accuracy remains unaffected even at a 20%
loss. When available bandwidth is limited, all applications follow
traditional ABR strategies by reducing video quality to cope with
congestion, resulting in degraded inference accuracy.

Our measurements carry important implications for the future
design of networked systems supporting real-time human–GenAI
interaction, where long-standing assumptions from human-facing
video streaming no longer hold. While our results reaffirm that
frame-based streaming over unreliable transports such as UDP re-
mains well-suited for delivering live video to VLMs, they also reveal
the need to rethink traditional adaptation strategies. In particular,
the human-centric practice of prioritizing higher frame rates over
better quality is often counterproductive: VLMs benefit more from
richer visual detail, even if it requires operating at lower frame
rates. These findings call for a shift toward VLM-aware video deliv-
ery that balances networking behavior, video characteristics, and
model inference.
Ethics. This work does not raise any ethical concerns. The user
study conducted in this work was reviewed and approved by the
Institutional Review Board (IRB).

2 Background
Vision Language Models (VLMs) are a class of multimodal foun-
dation models that jointly process visual and textual inputs to per-
form tasks such as object recognition [72], scene understanding [2],
and visual question answering [34]. Unlike traditional computer
vision pipelines that operate on fixed tasks with specialized archi-
tectures, VLMs offer flexible, open-ended interfaces that let users
express their goals in natural language. This versatility underpins
emerging video-based human–GenAI interaction, in which users
engage with generative AI agents through the cameras on their mo-
bile devices. For example, users may ask an AI assistant to identify
objects in view, describe a scene, or read text from signage, com-
bining real-time vision processing with language understanding.
Video-Based Human–GenAI Interactions. Figure 1 illustrates
the workflow of real-time video-based conversational interaction
between humans and GenAI. At a high level, the user’s mobile
device (e.g., smartphone) continuously captures live camera frames
and records an accompanying audio prompt (e.g., asking a question
about the currently captured scene). Both the video and audio
streams are transmitted over the Internet to the provider’s backend,
where a VLM performs inference and generates a response (often
as synthesized speech) that is then returned to the user, acting as a
conversational agent.

3 Measurement Methodology
We thoroughly measure five leading applications: ChatGPT [48]
from OpenAI, Doubao [4] from ByteDance, Gemini [23] from Google,
Grok [67] from xAI, and Yuanbao [56] from Tencent. To the best of

Q: What letter did the person write first on the paper? A: "L"; B: "O"; C: "V"; D: "E"? 
(Question asked after the video finishes)

Q: What's the plan for 
making this granola?

Q: What if I accidentally 
add too much sugar?

Q: How do I know when 
the granola is done?

Time = 2.5s Time = 3.5s Time = 4.8s Time = 6.4s

Time = 1.7s Time = 38.2s Time = 61.9s

Figure 2: Two types of video-based human–GenAI interaction
in our measurement study. Multiple-choice QA (top): The
user provides an audio prompt containing a question and
multiple-choice answer options about the completed video.
Chat (bottom): The user interacts with GenAI in real time
during video playback by issuing audio prompts.

our knowledge, these applications are the only ones that, at the
time of our study, support video-based conversation between hu-
mans and GenAI on smartphones and are released by Big Tech [62].
To further validate our observations, we also conduct experiments
using the Google Gemini API for video understanding [24] and
StreamingVLM [68], a state-of-the-art VLM designed for streaming
video input. We present the details for this experiment in §4.1.

Among these applications, ChatGPT only offers video conversa-
tional services in its paid tier, while Gemini and Grok provide them
in both free and paid tiers. Doubao and Yuanbao are free and have no
paid versions. To ensure a fair comparison across applications, we
separately evaluate the free and paid versions of Gemini and Grok,
treating them as distinct application variants. Furthermore, during
our study, we observe that Gemini and Grok appear to perform A/B
testing on their underlying network protocols. This is evidenced
by the fact that, under otherwise similar experimental settings,
these two applications use different protocol choices across users,
locations, and repeated sessions, without a deterministic pattern
observable from our measurements. Specifically, Gemini switches
between TCP/HTTP2 (H2) and QUIC/HTTP3 (H3), a behavior also
observed by a prior study on audio-only human–GenAI interac-
tion conducted in 2025 [10]. In addition, Grok alternates between
UDP/RTP and TCP/H2 as its transport/application-layer protocols.
We therefore treat these protocol configurations as distinct applica-
tion variants.

Thus, in total, our measurement study considers 11 different
application configurations (four for Gemini and four for Grok, plus
the remaining three applications). We conduct the same number of
experiments for each of these 11 variants to enable fair comparison.
When presenting results for Gemini and Grok, we append -F/-P
(free/paid) and -Q/-T/-U (QUIC/TCP/UDP), respectively, only when
their measurement results show distinguishable patterns.

To comprehensively measure these applications, we conduct ex-
periments on two well-established datasets designed for evaluating
VLMs: MVBench [34] and VideoLLM-online [7]. MVBench adopts
a multiple-choice QA interaction mode, as illustrated in Figure 2. It
designs a diverse set of tasks that probe video understanding from
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Applications

Gemini 
(Free/Paid)
(QUIC/TCP)

Google

Client

iOSAndroid
Local Testbed

Emulator
Cloud Testbed

Android

Grok 
(Free/Paid)
(TCP/UDP)

ChatGPT

OpenAI

xAI

ByteDance Tencent

Doubao Yuanbao

Traffic Capture

Cloud VM

Figure 3: Measurement setup for five applications.

different perspectives (e.g., temporal reasoning, object tracking, and
logical inference). These tasks evaluate the video understanding
capability of the underlying VLMs, which form the foundation for
effective communication with human users. Moreover, VideoLLM-
online adopts a chat-style interaction mode, as demonstrated in
Figure 2. It leverages egocentric videos from the Ego4D [25] dataset
and designs prompts that enable users to interact with GenAI in
real time (e.g., asking for help with the ongoing task). This setting
more closely mimics real-world video-based interaction between
humans and GenAI in everyday use.

Figure 3 presents our measurement setup. To facilitate experi-
ments across different geolocations, we design an automated testbed
running on cloud virtual machines (VMs). Specifically, for the mo-
bile client, we run the Genymotion Android emulator (Android 14,
arm64) [20]. To feed audio and video into the emulator, we provi-
sion a second Linux VM on the same subnet as the Genymotion
instance, with the round-trip time (RTT) between them below 10ms.
On this Linux VM, we use v4l2loopback-dkms to create a virtual
camera, PulseAudio to generate a virtual microphone, and ffmpeg
to feed test audio and video into these virtual devices. We then use
MediaMTX to stream the resulting audio and video to Genymotion
via the RTSP protocol. For the VMs, we use t3.2xlarge instances
on AWS, which provide sufficient resources to support smooth op-
eration during experiments. We capture raw network traffic on the
Linux VM hosting the Android emulator using tcpdump.

To validate the results collected from the cloud testbed, we also
build a local testbed using a variety of Android and iOS smart-
phones, covering Android versions 12–16 and iOS versions 16–18.
We connect the client device to a WiFi AP and capture the net-
work traffic at the AP using tcpdump. With both the cloud and local
testbeds, we are able to conduct large-scale experiments across the
world. In particular, we conducted experiments during two periods,
from 08/2025 to 11/2025 and from 03/2026 to 05/2026, covering nine
locations across the U.S., three locations in mainland China, and
Hong Kong SAR. Across these two measurement periods, we do
not observe qualitative changes in our main findings. Across our
measurement study, we do not observe substantial differences at-
tributable to client type or location, and thus we report aggregated
results unless otherwise noted.

We conduct experiments both in well-provisioned network en-
vironments (§4.1) and under disrupted network conditions with
injected packet loss (§4.2) or constrained bandwidth (§4.3). Our
experiments cover 13 controlled network conditions. In addition,

Dataset Mode # of Sessions Dur. (hrs)
MVBench [34] Q/A 20,350 213

VideoLLM-online [7] Chat 27,400 817
Total - 47,750 1,030

Table 1: Summary of the datasets and corresponding experi-
ments conducted in our measurement study.

we replay cellular network traces released by Akamai [22], which
capture time-varying packet loss and available bandwidth in real
mobile environments. To comprehensively evaluate all 11 appli-
cation configurations across these conditions, we select 50 videos
from MVBench [34] (each 20–60s) and 5 videos from VideoLLM-
online [7] (each 60–180s). All selected videos are 1080p (1920×1080),
30 FPS, and encoded with H.264 using quantization parameter (QP)
values between 18 and 23. Unless otherwise specified, we use the
original video quality in our experiments. We ensure that every ap-
plication configuration is evaluated with identical repetition counts
across all network conditions. In total, our dataset consists of 47,750
sessions spanning 1,030 hours of human–GenAI interaction, as sum-
marized in Table 1. We comprehensively measure and analyze the
following performance metrics from networking, VLM, and user-
experience perspectives.
• Throughput.We measure the uplink throughput (i.e., from user
to VLM backend) of video-based conversational GenAI services,
which carries video traffic and is more bandwidth-intensive [6] than
audio/text responses in the downlink. We compute throughput in
one-second bins during the active user-input period, when the client
continuously transmits uplink media data. For each one-second
bin, we sum the transmitted uplink bits and report the resulting
rate in Mbps. Throughput is jointly influenced by the inter-arrival
time between consecutive frames/chunks and packet size, which
we introduce next.
• Frame/Chunk Inter-arrival Time refers to the time interval between
the sending time of consecutive frames or chunks. This metric
reflects the media delivery pattern and contributes to transmission
delay, thereby affecting end-to-end latency. Typically, there are two
ways to stream media content: frame-based transmission, which
delivers content frame-by-frame, and chunk-based transmission,
in which each chunk contains multiple frames. We can distinguish
these two transmission patterns by examining the inter-arrival
time between consecutive packets that do not belong to the same
media frame/chunk [10]. In frame-based transmission, inter-frame
times are typically short, stable, and correlated with the sending
frame rate (e.g., ∼16ms for 60 FPS and ∼33ms for 30 FPS). Note
that the sending frame rate does not necessarily equal the source-
video frame rate, as an application may upsample, downsample,
or repeatedly transmit frames depending on its system design. In
contrast, chunk-based transmission typically exhibits longer and
more variable inter-arrival times, because packets are delivered in
bursts separated by larger gaps at the chunk level.

As a video frame/chunk can be large, it is often segmented
into multiple packets that are transmitted back-to-back. Thus, raw
packet inter-arrival times contain both intra- and inter-frame/chunk
gaps. For example, consider a frame-based stream at 100 FPSwith an
inter-frame interval of about 10ms. If each frame is segmented into
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Figure 4: Packet inter-arrival time distribution for Grok us-
ing UDP before (raw) and after filtering values smaller than
0.5ms.

three packets, then the gaps between packets 1–3 should be close
to 0 because they belong to the same frame and are transmitted
back-to-back, while the gap between packets 3 and 4 is about 10ms
because packet 4 belongs to the next frame. The same logic applies
to chunk-based transmission: packets within the same chunk are
transmitted back-to-back, while gaps between chunks reflect the
chunk-level inter-arrival time.

In this paper, we use 0.5ms as the threshold to filter out intra-
frame/chunk packet gapswhen computing frame/chunk inter-arrival
time. Figure 4 illustrates this filtering using Grok-U as an exam-
ple. The raw trace contains a large mass of near-zero inter-arrival
times, corresponding to back-to-back packets within the same
frame/chunk. After filtering, the distribution concentrates around
10ms, indicating that Grok-U streams video at approximately 100 FPS.
We also verify that nearby thresholds, such as 1ms, produce similar
inter-arrival-time estimates and do not change our conclusions.
• Packet Size. As discussed above, video frames are generally large
and often exceed the maximum transmission unit (MTU) of each
packet (e.g., 1,500 bytes [1]), requiring multiple packets to deliver a
single frame. Thus, under ample bandwidth, the size of most pack-
ets in both frame-based and chunk-based transmission tends to be
close to the MTU. However, packet size becomes particularly useful
for analyzing transmission behavior under network disruptions.
For instance, a widely used strategy to cope with dynamic network
conditions is adaptive bitrate streaming [42], which lowers the
video quality (e.g., by reducing resolution or increasing the com-
pression level) while keeping the frame rate to maintain playback
smoothness when available bandwidth is limited. In such cases, if
the video quality becomes low enough that a frame can be carried
in a single packet, we can observe a reduction in average packet
size compared to scenarios with ample bandwidth.
• Conversational Latency is the time from when the user finishes an
audio prompt to when GenAI begins its audio response. This met-
ric captures user-perceived end-to-end latency, including network
transmission, server-side processing (e.g., automatic speech recog-
nition, ASR [32]), and VLM inference. Compared to audio-only in-
teraction [10], video-based services require the VLM to process both
the video input and the audio prompt, which is more computation-
ally intensive than handling only the audio prompt [7]. Nonetheless,
from the user’s perspective, the interaction still resembles an audio
call. Thus, to provide a smooth experience, conversational latency
should ideally be below one second [10].

• End-to-End Task Accuracy. To quantitatively assess the quality of
GenAI responses, we compute end-to-end task accuracy on the tasks
from the MVBench dataset [34]. As introduced earlier, MVBench
provides multiple-choice QA tasks designed to evaluate video un-
derstanding capabilities. For each task, the audio prompt contains
the question and all candidate answer options. We treat accuracy as
a binary metric: a response is counted as correct only if it matches
the ground-truth answer option; otherwise, it is counted as incor-
rect. Characterizing the task accuracy of the investigated appli-
cations offers insight into user experience, as it reflects whether
the system can correctly interpret and respond to user queries.
To reduce variability introduced by human speech, we generate
all audio prompts using a standardized voice synthesized by the
text-to-speech (TTS) [51] model from ElevenLabs [19]. This allows
the audio-processing components (e.g., ASR [71]) to operate more
reliably, such that the measured accuracy primarily reflects the sys-
tem’s video understanding capability (i.e., VLM inference accuracy).
• Mean Opinion Score (MOS). Collecting mean opinion scores (i.e.,
user ratings) is a widely used approach for evaluating quality of
experience (QoE) in multimedia systems [30]. We therefore conduct
an IRB-approved user study with 37 participants (15 female, 22 male;
average age: 29.3±5.1). Experiments are run on the local testbed,
and participants observe the interactions in person. We employ
the VideoLLM-online dataset, whose chat-style interaction closely
mimics real-world video-based human–GenAI interaction scenarios.
Participants are instructed to imagine they are personally using
the application and conversing with the GenAI system, and to
rate their overall experience after each experiment on a five-point
scale (1: very bad; 5: very good). To avoid bias, the application
configurations and network conditions are randomized for each
experiment. Moreover, we do not prescribe any rating weights to
avoid biasing participants’ judgments of their overall experience.
Instead, we conduct post-experiment interviews to understand the
rationale behind participants’ ratings, following common practice
in the HCI community [8, 9].

4 Measurement Results

4.1 Well-Provisioned Networks

We first evaluate the performance of these applications under un-
constrained network conditions.
Network Infrastructure. We begin by examining the network
infrastructure supporting these applications from two aspects: (1)
transport and application-layer protocols, and (2) characteristics of
the entry server.
(1) Protocols.As shown in Table 2, we observe three distinct protocol
choices across these platforms. ChatGPT and Yuanbao use UDP/RTP,
which is widely adopted in live video streaming and typically em-
ploys frame-based transmission for media content [6, 15]. Doubao
also uses UDP at the transport layer, but it does not rely on a stan-
dard protocol at the application layer (likely a customized RTP-like
protocol). As examined in §3, Grok and Gemini appear to conduct
A/B testing on their networking protocols: Grok switches between
UDP/RTP and TCP/H2, while Gemini alternates between QUIC/H3
and TCP/H2. These protocol choices have a profound impact on
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Application Protocols RTT (ms) Frame Size (KB)
ChatGPT UDP/RTP 21.3/8.4 7.0/1.5
Doubao UDP/- 17.4/3.9 2.5/0.3

Gemini
QUIC/H3 19.1/5.5 1.4/0.1
TCP/H2 -

Grok
UDP/RTP 13.7/2.9 2.0/0.1
TCP/H2 -

Yuanbao UDP/RTP 20.1/5.8 11/2.6

Table 2: Summary of (1) the transport/application layer pro-
tocols for delivering video data. H2 and H3 stand for HTTP/2
and HTTP/3, respectively. Doubao does not rely on a stan-
dard protocol at the application layer, (2) the round-trip time
(RTT) measured between the client and entry server from
different client locations in the U.S. and Asia, shown as av-
erage/standard deviation in milliseconds, and (3) the frame
size for five applications employing frame-based transmis-
sion, shown as average/standard deviation in kilobytes. Ap-
plications using TCP/H2 employ chunk-based transmission,
making the frame size not directly calculable.

transmission behavior, especially under disrupted networks (§4.2
and §4.3).
(2) Entry server. We next examine the entry server of each appli-
cation. It refers to the ingress/egress point between the client and
the provider’s infrastructure, which typically acts as a relay be-
tween the user device and the data center hosting backend services
such as VLM inference [11, 17]. We measure the RTT between the
client and its assigned entry server using ICMP pings. With clients
in different locations, we also confirm that none of the evaluated
applications use anycast routing [37, 44], following the approach
adopted in prior work [16]. This allows us to infer the geolocation
of entry servers from their IP addresses. We use MaxMind [43] and
ipinfo.io [27] for geolocation and provider lookup, andwhois [61] for
additional ownership lookup. These tools yield consistent results
across all observed entry servers for location and owner.

Table 2 summarizes the RTT to the entry servers across all of
our client locations (§3). All applications can allocate nearby entry
servers to users around the world where they are allowed to oper-
ate, with average RTTs typically below or around 20ms. This is a
positive sign and represents a significant improvement compared to
prior measurement studies on other real-time communication appli-
cations such as social virtual reality [16], video conferencing [15],
and audio-based human–GenAI interaction [10]. Having nearby
entry servers is important because the path between the client and
entry server traverses the public Internet, for which the network
conditions may not be stable. Low RTT helps quickly adapt to net-
work dynamics via congestion control [5] and rate control [42],
both of which are sensitive to RTT [17].

An earlier study on audio-based human–GenAI calling con-
ducted by Cheng et al. in early 2025 [10] also reported the network
infrastructure of ChatGPT and Gemini. We compare our observations
with those of that study to examine how the infrastructure has
evolved. The prior study reported that ChatGPT and Gemini did not
always assign users to nearby entry servers, especially for users

located in the central U.S. In contrast, our measurements show
that both applications now more consistently route users to nearby
entry servers, indicating rapid evolution and optimization of the
network infrastructure for human–GenAI interaction. In terms of
infrastructure ownership, the entry servers used by ChatGPT in our
measurements are registered to Microsoft, whereas the prior study
reported Oracle-hosted entry servers [10]. This shift may be related
to the recently announced expansion of the OpenAI–Microsoft part-
nership, under which OpenAI committed to purchasing additional
Azure services [49]. Gemini continues to use Google’s own infras-
tructure. For the remaining applications not covered by Cheng et
al. [10], Doubao uses ByteDance’s own infrastructure when clients
are in mainland China and Hong Kong, and relies on Datacamp
Limited when clients are in the U.S. Yuanbao uses Tencent’s own
infrastructure, whereas Grok consistently relies on Cloudflare.
Uplink Transmission Analysis.We next analyze uplink through-
put and frame/chunk inter-arrival time. The uplink carries both
video input and audio prompts from users. We first separate video
packets from other uplink traffic, leveraging the fact that video
streams consume significantly more bandwidth. For applications
using RTP at the application layer, we exploit the SSRC field to
distinguish audio and video sessions and identify the session with
a much higher bandwidth as video. For other applications, we fil-
ter out packets smaller than 400 bytes, following prior work on
audio-based GenAI calling [10], which showed that audio packets
are typically below this threshold.
(1) Uplink behavior during active video capture. Figures 5(a) and (b)
show the uplink throughput and frame/chunk inter-arrival time
when the user is continuously feeding new visual content (e.g., by
actively moving the camera). Each boxplot reports the 5th, 25th,
50th, 75th, and 95th percentiles, with blue dots indicating the mean.
We observe a large variance in consumed bandwidth across ap-
plications, ranging from an average of ∼0.8Mbps for Gemini-Q to
∼3Mbps for Grok-T. Moreover, the inter-arrival times reveal two dis-
tinct transmission strategies (§3). ChatGPT, Doubao, Gemini-Q, Grok-U,
and Yuanbao exhibit small and relatively stable inter-arrival times,
indicating frame-based transmission. From these values, we can infer
the effective frame rate: 30 FPS (33ms per frame) for ChatGPT, 60 FPS
(16.7ms per frame) for Doubao and Gemini-Q, 100 FPS (10ms per
frame) for Grok-U, and 10 FPS (100ms per frame) for Yuanbao. Com-
bining throughput and frame rate, we estimate the average frame
sizes shown in Table 2, which correlate with the effective video qual-
ity. Yuanbao has the largest average frame size (over 10 KB), whereas
Doubao, Gemini-Q, and Grok-U have smaller frames (no more than
2.5 KB), suggesting that Yuanbao likely streams at a higher qual-
ity than the other three. In contrast, Gemini-T and Grok-T show
high inter-arrival times, indicating chunk-based transmission where
multiple frames are batched into a chunk.

We now discuss how these design choices affect throughput.
(i) Comparing Gemini-T with Gemini-Q (1.7 vs. 0.7Mbps) and

Grok-T with Grok-U (2.9 vs. 1.7Mbps), we observe that chunk-based
transmission consumes substantially more bandwidth than frame-
based. Since these variants belong to the same applications, it is
reasonable to assume that the camera capture settings (frame rate
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Figure 5: Performance of the evaluated applications under unconstrained network conditions. GPT: ChatGPT; DB: Doubao;
GM: Gemini; GK: Grok; YB: Yuanbao. -Q/-T/-U denote QUIC/TCP/UDP, respectively. (a) Uplink throughput and (b) frame/chunk
inter-arrival time for dynamic video content; (c) Uplink throughput for static video content.
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Figure 6: Performance of the evaluated applications under unconstrained network conditions. -F/-P denote free/paid tiers. (a)
Conversational latency; (b) Accuracy in multiple-choice QA tasks; and (c) Mean Opinion Score (MOS) from the user study.

and video quality) are similar. Thus, the higher bandwidth con-
sumption largely stems from the transport behavior: batching mul-
tiple frames into bursts leads to longer inter-arrival times between
chunks and thus higher instantaneous throughput. Such bursty
transmission is common in on-demand video streaming, where pre-
encoded content is delivered in chunks to efficiently utilize band-
width. Nonetheless, for video-based human–GenAI interaction, the
uplink carries live-captured content, fitting well into RTC [45]. In
this scenario, low and stable bandwidth usage is preferable, as it
reduces the frequency of rate adaptation when available bandwidth
is limited, thereby avoiding quality switches that degrade QoE [40].

(ii) For frame-based transmission, frame rate and video quality
jointly determine the throughput. For example, Grok-U streams at
100 FPS; even though its average frame size is only about 2 KB (the
second smallest in Table 2), its throughput still exceeds 1.5Mbps.
Also, streaming high-quality content increases throughput due to
larger frame sizes. For instance, Yuanbao has the largest frame size
among frame-based applications (Table 2), and thus, despite its low
frame rate (10 FPS), its throughput still approaches 1Mbps. How-
ever, high frame rate and high quality do not both translate into
improved VLM inference accuracy. As shown in Figure 6(b), Yuanbao
achieves 58% accuracy, whereas Grok-F reaches only 38% accuracy.
We later conduct controlled experiments that explicitly vary the
quality and frame rate of input videos, showing that higher stream-
ing video quality tends to improve inference accuracy, whereas
simply increasing frame rate does not yield similar benefits.
(2) Uplink behavior when feeding static video content. We next ex-
amine the uplink bandwidth usage of these applications when the
captured scene is static. Widely used video codecs, such as H.264,
can exploit inter-frame compression: a later frame (e.g., a P-frame)

can be encoded by referencing an earlier frame (e.g., an I-frame),
rather than transmitting the full visual content again. If such inter-
frame compression is enabled, it can substantially reduce bandwidth
usage when streaming a static scene. To assess whether applica-
tions implement such optimizations, we conduct experiments in
which the camera is held still, pointed at an unchanging scene. The
resulting throughput for these applications is shown in Figure 5(c).
Compared to their results during active video capture in Figure 5(a),
ChatGPT (1.68→0.04Mbps), Doubao (1.20→0.22Mbps), and Yuanbao

(0.89→0.12Mbps) significantly reduce uplink throughput when the
scene is static. In contrast, both Gemini and Grok, regardless of the
underlying protocol, continue to send video at similar rates as in
the active phase. This indicates that they do not reduce bandwidth
usage when streaming static scenes. However, this does not nec-
essarily imply a failed optimization. Instead, it may also reflect a
deliberate design choice. One possible explanation is codec behav-
ior: the video encoder may treat frames more independently, rather
than exploiting inter-frame compression. This can help maintain a
smooth sending rate, which can also be a desirable design choice
in streaming systems [55].
Conversational Latency and End-to-End Task Accuracy. Fig-
ure 6(a) reports the conversational latency across the 11 application
variants. First, we observe that all applications exhibit conversa-
tional latency greater than 2s, exceeding the 1s threshold generally
considered necessary for smooth conversation [10]. Among them,
ChatGPT and Yuanbao achieve the lowest latency (∼2s), while Doubao
has the highest, reaching up to 6s. Interestingly, as shown in Fig-
ure 6(b), these three applications also yield higher accuracy than
others, roughly at or above 60%, with Doubao achieving ∼70%.
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Figure 7: Controlled experiments on the impact of (a) video resolution, (b) quantization parameter (QP) of the H.264 codec, and
(c) FPS on end-to-end task accuracy. We evaluate the same seven app variants shown in Figures 6(b) and 6(c), as well as Gemini
API [24] (GM-A) and StreamingVLM (S-VLM) [68].

In general, higher inference accuracy implies more sophisticated
models with larger parameter counts and thus higher computation
overhead, which would normally increase latency. One potential ex-
planation for ChatGPT and Yuanbao achieving relatively low latency
while maintaining high accuracy is that they stream high-quality
video, as suggested by their larger frame sizes in Table 2. Higher-
quality visual input is known to improve VLM performance [33],
which may allow these applications to rely on less complex models
while still attaining competitive accuracy. In contrast, Doubao uses
relatively low-quality video input and likely relies more heavily
on model complexity to achieve high accuracy, which contributes
to its longer latency. We also note that while Yuanbao streams at
only 10 FPS, this does not appear to hurt its accuracy, which may
indicate that VLMs often process video at low frame rates and do
not require high-FPS input.

For Gemini and Grok, the frame-based variants (QUIC/UDP) gen-
erally show 100–300ms lower latency than their chunk-based TCP
variants, thanks to their smaller inter-arrival times observed in
Figure 5(b). This highlights the benefit of frame-based transmis-
sion for live streaming. Also, the paid versions generally achieve
higher accuracy than the free ones (e.g., 52% for Grok-P vs 38% for
Grok-F), which aligns with the expectation that providers allocate
more powerful models or better compute resources to paid users.
However, this can also increase inference overhead. For example,
Gemini-P has higher accuracy than Gemini-F but also higher latency,
suggesting that the paid tier may rely on a heavier model without
proportionally more GPU resources. In contrast, Grok-P is both
more accurate and faster than Grok-F, indicating that Grok may
allocate more compute resources to the paid tier.

It should be noted that the accuracy of these applications (up
to ∼70%) is still well below ideal levels. As our user study later
reveals, participants frequently mention that these systems fail
to reliably interpret the visual references provided in the video.
Improving accuracy by training more powerful models will likely
increase computational demands and place additional stress on the
underlying infrastructure, motivating the need for better system
and network support.
Controlled Experiments on the Impact of Video Quality and
Frame Rate on Task Accuracy. To directly validate the impact
of video quality and frame rate on end-to-end task accuracy, we
conduct controlled experiments using the original MVBench videos,
which are 1080p, 30 FPS, and encoded with H.264 using QP values

between 18 and 23 (§3). Starting from this baseline, we vary one
factor at a time: video resolution from 1080p to 240p, H.264 QP
from the original value to 51 (where a larger QP indicates stronger
compression and lower encoded video quality), and frame rate from
30 FPS to 5 FPS, while keeping the remaining factors unchanged.
In addition to the measured applications, we also evaluate Gemini
API [24] and StreamingVLM [68], a state-of-the-art VLM designed
for streaming video input, to examine whether the trend generalizes
across different VLM models.

The results are shown in Figure 7. Overall, the evaluated appli-
cations and models show two clear trends: reducing encoded video
quality substantially degrades accuracy, whereas reducing frame
rate has a much smaller impact. For video quality, accuracy drops
consistently when resolution decreases from 1080p to 240p (Fig-
ure 7(a)) or when QP increases to 51 (Figure 7(b)), leading to 20–40%
accuracy degradation across applications and models. In contrast,
reducing frame rate from 30 FPS to 5 FPS has little impact (<5%) for
these applications and models. These results reveal that, for VLM
inference, video quality is a dominant factor for accuracy, while
high frame rate may provide limited additional benefit. A concur-
rent study also observes similar patterns on a self-built benchmark,
further corroborating our findings [64].

We note that these results are based on the full set of tasks and
video content evaluated in our study. We do not separately analyze
how different task types or video characteristics affect the perfor-
mance of the underlying VLMs used by these applications, although
these factors may influence the observed trends. For example, tasks
involving fast-moving objects or temporal reasoning may benefit
more from higher frame rates than the aggregate results suggest.
A systematic evaluation across different task categories and video
characteristics is an important direction for future work and is
further discussed in §5.
User Experience.We now present findings from the user study.
From post-experiment interviews, participants most frequently
cited “whether the app correctly understands my query” as the
primary factor affecting their experience, followed by response
delay. This aligns with our quantitative metrics for accuracy and
conversational latency. These perceptions are reflected in the MOS
results in Figure 6(c). We observe substantial variability in user
ratings: all applications receive a MOS of 1 at the 5th percentile,
and all except Grok-F achieve a MOS of 5 at the 95th percentile.
Our post-experiment interviews reveal that users tend to assign



Can You See Me, GenAI? Characterizing Video-Based Conversational Interaction with Generative AI IMC ’26, October 12–16, 2026, Karlsruhe, Germany

App. CPU (%) Mem. (%) Battery
Level (%) Temp. (°C)

Doubao 13.2/2.4 4.9/1.1 91/1.2 38/1.4
ChatGPT 15.2/2.8 3.2/0.7 89/2.5 40/1.8
Gemini 13.7/2.4 3.5/0.9 93/1.8 37/1.2
Grok 7.3/0.9 2.8/0.7 93/1.5 38/1.0

Yuanbao 18/3.3 3.7/1.2 88/2.9 41/2.4

Table 3: Summary of (1) CPU usage, (2) memory usage, and (3)
battery level and temperature after 30 minutes of continuous use.
Each cell reports mean/standard deviation. The battery level is 100%
and the temperature is ∼25 °C at the beginning of each experiment.

a rating of 1 when the application fails to accurately understand
their query. This aligns with results in Figure 6(b), which shows
that all applications achieve accuracy below 75%. Among these
applications, ChatGPT (mean: 3.7, std: 1.3) and Yuanbao (mean: 3.3,
std: 1.7) obtain the highest MOS, benefiting from their relatively
low latency and high accuracy, as shown in Figures 6(a) and 6(b).
In contrast, Grok-F receives the lowest MOS (mean: 1.7, std: 1.1)
due to its poor accuracy. Although Doubao achieves the highest
accuracy among all applications, its long latency degrades QoE,
resulting in an average MOS of only 2.8 (std: 1.5). Overall, none
of the applications attains an average MOS above 4, reflecting the
combined effect of suboptimal accuracy and high conversational
latency in current applications.
Resource Utilization and Energy Consumption.We conduct
experiments to characterize the resource utilization and energy
consumption of the applications under study using SoloX [54]. We
use a OnePlus 10 Pro smartphone as the client device. For each
experiment, we charge the battery to 100% and wait until it cools
down (∼25 °C), then run a given application continuously for 30
minutes. Each application is tested five times. The results are sum-
marized in Table 3. Overall, these applications exhibit reasonable
CPU and memory footprints, averaging below 20% CPU utilization
and 5% memory usage. Among them, Yuanbao and ChatGPT consume
slightly more resources, with CPU utilization exceeding 15%, bat-
tery level dropping below 90%, and temperature rising above 40 °C.
This is likely because they capture and stream higher-quality video
than others (Table 2).
Summary and Insights. Our measurement study under uncon-
strained networks reveals key insights for building high-QoE net-
working support for video-based human–GenAI interaction. We
observe that two factors largely determine user experience: end-to-
end task accuracy and conversational latency. These factors embody
trade-offs between computation and communication. From a net-
working perspective, our results suggest that GenAI services should:
(1) prefer frame-based transmission for live video input to reduce
transmission latency; and (2) deliver high-quality video to improve
VLM inference accuracy, while avoiding unnecessarily high frame
rates that increase bandwidth demand without improving accuracy.

4.2 Lossy Networks
We next evaluate the performance of these applications under dis-
rupted networks. We begin by studying how they react to packet
loss, which is particularly prevalent in mobile networks [21]. For

all experiments in this subsection, we maintain sufficient available
bandwidth to isolate the impact of packet loss. Following prior work
on RTC [16], we inject controlled packet loss on both uplink and
downlink paths with rates of {1, 3, 5, 7, 10, 20}%. We examine how
packet loss affects each application’s transmission behavior, con-
versational latency, end-to-end task accuracy, and MOS, as shown
in Figure 8. To further evaluate performance under realistic mobile-
network loss patterns, we replay cellular loss traces released by
Akamai [22] (avg: 10.1%; std: 21.0%; p50: 0%; p90: 56%). These traces
exhibit bursty loss patterns, with instantaneous loss rates reaching
up to 80%, a characteristic commonly observed in practice [12]. For
each video, we randomly sample three trace segments that match
the video’s duration and replay the same segments across all ap-
plications to ensure a fair comparison. The results are shown in
Figure 9. For clarity, we aggregate the free and paid tiers for Gemini
and Grok and differentiate their protocol variants to highlight the
impact of protocol choice under disrupted networks. We have two
main observations.
(1) Impact of transport protocol on conversational latency and infer-
ence accuracy. From Figure 8(a), we observe that uplink throughput
decreases for all applications as the packet loss rate increases. This
is expected, as modern congestion control algorithms [5, 26] widely
treat packet loss as a congestion signal and reduce the sending rate
accordingly. Among all applications, TCP-based variants (Gemini-T
and Grok-T) react particularly sharply to packet loss. For example,
under only 1% loss, the throughput of Grok-T drops from 2.9Mbps
to 1.7Mbps on average (a 41% reduction), and Gemini-T drops from
1.7Mbps to 0.5Mbps (a 71% reduction). Moreover, at just 1% packet
loss, both TCP-based variants frequently fail to operate.

Even when the TCP-based variants remain functional, their con-
versational latency grows dramatically with packet loss. For in-
stance, at 1% loss, the average latency of Grok-T increases to 37s
(with a maximum of 61s), as shown in Figure 8(d), while its accu-
racy drops to around 10%, as shown in Figure 8(e), yielding MOS
values close to 1 (very poor), as indicated in Figure 8(f). Similarly,
for Gemini-T, the conversational latency exceeds 6s at 5% loss and
reaches roughly 13s at 10% loss (Figure 8(d)), accuracy falls below
30% beyond 7% loss (Figure 8(e)), and MOS drops below 1.5 for
higher than 5% loss (Figure 8(f)). The cellular-trace results in Fig-
ure 9 show a similar trend. Grok-T has an average conversational
latency of 67.8s, task accuracy of only 2%, and an average MOS
close to 1. Gemini-T also degrades substantially, reaching 11.4s av-
erage latency and 12% accuracy. Our post-experiment interviews
show that participants who assigned MOS scores of 1 to TCP-based
variants most often attributed their ratings to “long response delays”
or “connection drops.” This suggests that severe latency inflation
and session failures are the primary factors driving the poor MOS
for these variants.

One plausible explanation for these behaviors is the reliable-
delivery design of TCP [18] and QUIC [29]. To ensure reliability,
these protocols retransmit lost packets. This behavior is also ob-
served in our measurements: for TCP-based applications, we ob-
serve substantial retransmissions after introducing packet loss, as
indicated by traffic analysis tools such as Wireshark [63]. Such
retransmissions can inflate latency. Moreover, if lost packets cannot
be recovered within the application’s timeout window, the session
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Figure 9: Performance of the evaluated applications when replaying the cellular loss traces released by Akamai [22]. (a)
Conversational latency, (b) end-to-end task accuracy, and (c) MOS.

may terminate, which helps explain the high failure rates observed
for TCP-based variants. As QUIC is also designed as a reliable trans-
port protocol, it may suffer from similar issues in this scenario. This
is reflected in Gemini-Q, whose latency begins to grow sharply be-
yond 7% loss (e.g., ∼8s at 7% and 10s at 10%, as shown in Figure 8(d)),
accompanied by a drop in MOS to below 1.5 (Figure 8(f)). Moreover,
under cellular loss traces, Gemini-Q reaches 9.5s average latency
and only 36% accuracy (Figure 9).

In contrast, applications using UDP, including ChatGPT, Doubao,
Grok-U, and Yuanbao, show much more stable latency under packet
loss. Their latency does not increase significantly as the packet
loss rate grows (Figure 8(d)), and they also exhibit low latency
variance under cellular loss traces (Figure 9(a)). This is because UDP
does not enforce reliable, in-order delivery at the transport layer,
allowing applications to avoid waiting for late or lost packets. This
follows the common design practice in RTC systems to preserve
conversational smoothness.
(2) Different adaptation strategies and their impact on inference accu-
racy. We now examine how UDP-based applications adapt video
quality when packet loss reduces their sending rate. Applications
typically rely on adaptive bitrate (ABR) mechanisms to adjust video
properties so that frames can still be delivered under constrained
bandwidth. In traditional live video streaming for human viewers,

ABR schemes usually sacrifice resolution before frame rate, since
variations in frame rate tend to be more noticeable and disrup-
tive than changes in resolution [42]. However, as we previously
observed in §4.1, for VLM consumption, video quality is more im-
portant than frame rate.

This is reflected in the ABR strategies used by the UDP-based
applications. Take ChatGPT and Grok-U as examples: their accuracy
drops significantly under packet loss. As shown in Figure 8(e),
ChatGPT’s accuracy decreases from 58% to 36% between 3% and 5%
loss, and Grok-U’s accuracy decreases from 40% to 20% between 5%
and 7% loss. Under cellular loss traces, ChatGPT achieves only 32%
accuracy, while Grok-U achieves only 16% accuracy (Figure 9(b)). To
understand the reason, we examine their adaptation behavior under
packet loss (Figure 8). When packet loss exceeds certain thresholds,
both applications exhibit sharp throughput reductions but largely
unchanged inter-arrival times, indicating stable frame rates, along
with substantial decreases in packet size. For example, as the loss
rate increases from 3% to 5%, ChatGPT’s throughput drops from
above 1 Mbps to about 0.3 Mbps (Figure 8(a)), while its inter-arrival
time remains nearly constant (Figure 8(b)). At the same time, its
average packet size decreases from over 1,000 bytes to below 500
bytes (Figure 8(c)). A similar pattern is observed for Grok-U: as the
loss rate increases from 5% to 7%, throughput drops from around
1.5 Mbps to 0.5 Mbps, with stable inter-arrival times but packet
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sizes shrinking from above 800 bytes to below 500 bytes. Since
our controlled experiments confirm that reducing encoded video
quality lowers task accuracy (§4.1), the observed degradation in
accuracy with a stable frame rate and reduced packet size likely
indicates that these applications reduce encoded video quality while
maintaining FPS under packet loss. This behavior is consistent with
traditional ABR strategies that prioritize frame rate.

In contrast, Yuanbao appears to prioritize preserving video qual-
ity. Figure 8(c) shows that its average packet size remains above
1,000 bytes even under 20% loss, while its inter-arrival time in-
creases from 100ms (10 FPS) to ∼140–150ms on average (6–7 FPS),
with larger variance, as shown in Figure 8(b). This indicates that
Yuanbao primarily drops frame rate to cope with reduced through-
put while preserving video quality. Under this strategy, its accuracy
remains largely stable even under a loss rate of up to 20% (Fig-
ure 8(e)).

We also observe that Doubao is less affected by packet loss: its
throughput, frame rate, and packet size change only marginally as
the loss rate increases, likely because the underlying congestion
control is configured to be less sensitive to loss. This setting may
reflect a deliberate design decision: given that Doubao achieves high
inference accuracy under normal conditions (§4.1), it may tolerate
a moderate amount of content loss without significantly degrading
inference quality. Our empirical results are consistent with this
hypothesis, as Doubao’s accuracy degrades only slightly even at a
20% packet loss rate (Figure 8(e)) and achieves the highest accuracy,
68%, under cellular loss traces (Figure 9(b)).
Summary and Insights. Our measurement study under packet
loss reveals two key design insights for video-based human–GenAI
interaction. First, UDP-based designs are better suited for main-
taining low conversational latency under lossy conditions, whereas
reliable transports such as TCP and QUIC can significantly inflate
latency and even cause connection failures due to retransmission-
based recovery. Second, when designing ABR strategies, systems
should move away from the conventional practice of lowering qual-
ity to preserve frame rate and instead prioritize maintaining high
video quality, which is far more critical for VLM inference accuracy.

4.3 Bandwidth-Constrained Networks
We finally evaluate these applications under constrained bandwidth.
We throttle the bandwidth only for the uplink, which carries video
traffic. For all experiments in this subsection, we do not inject
packet loss to isolate the impact of available bandwidth. We first
conduct controlled experiments by configuring the available up-
link bandwidth to {3, 2, 1.5, 1, 0.7, 0.5} Mbps. This range covers the
bandwidth consumed by these applications under unconstrained
networks (0.7–2.9 Mbps on average, as shown in Figure 5(a)), ensur-
ing that each application eventually experiences insufficient uplink
bandwidth. The results are shown in Figure 10.

To further evaluate performance under mobile-network band-
width dynamics, we replay the available-bandwidth time series
from cellular traces released by Akamai [22] (avg: 8.4 Mbps; std:
10.1 Mbps; p25: 0.5 Mbps; p50: 2.9 Mbps). In these traces, although
the average bandwidth is relatively high, the instantaneous band-
width often drops to a level insufficient for these applications, con-
sistent with throughput fluctuations observed in today’s cellular

networks [21]. For each video, we randomly sample three trace
segments that match the video duration from periods when the
available bandwidth falls below 0.5 Mbps, and replay the same
segments across all applications to ensure a fair comparison. The
results are shown in Figure 11.

We highlight two main observations.
(1) Inappropriate ABR strategies. Following the analysis approach
used in our packet-loss experiments (§4.2), we infer that UDP-based
applications primarily react to constrained bandwidth by reducing
encoded video quality. This is reflected in a common adaptation
pattern: below certain bandwidth thresholds, they reduce packet
size while maintaining or even increasing the frame rate, accom-
panied by noticeable drops in accuracy (Figure 10). This behavior
is similar to how ChatGPT and Grok-U react to packet loss in §4.2.
A particularly striking example is Yuanbao. Even at 3 Mbps, which
is more than 3× its average throughput under unconstrained net-
works, Yuanbao reduces its average packet size from 1,128 bytes to
656 bytes, a 42% reduction, while increasing its frame rate from 10
FPS (100 ms inter-arrival time) to 100 FPS (10 ms inter-arrival time),
as shown in Figure 10. This ABR behavior is essentially the oppo-
site of its more effective strategy under packet loss (§4.2), in which
Yuanbao preserves video quality while reducing the frame rate. As
a result, its accuracy drops from 58% under normal conditions to
24%, and its average MOS decreases from 3.6 to 2.3, even when
3 Mbps of bandwidth remains available. A similar trend appears
under cellular bandwidth traces, where Yuanbao achieves only 18%
accuracy and an average MOS of 2.0 (Figure 11).

Moreover, we observe that TCP/QUIC-based variants behave par-
ticularly poorly under constrained bandwidth, similar to packet-loss
scenarios. For example, at 3 Mbps, Grok-T is often non-functional,
with conversational latency reaching up to 71s (Figure 10(d)), accu-
racy close to zero (Figure 10(e)), and MOS pinned at 1 (Figure 10(f)).
Gemini-Q and Gemini-T also experience significant latency infla-
tion as bandwidth decreases. For instance, under a 0.5 Mbps net-
work, both exhibit average latency greater than 8s, as shown in
Figure 10(d). These TCP/QUIC-based variants also exhibit degraded
performance over cellular traces: Grok-T reaches 76.7s average la-
tency with only 4% accuracy and MOS close to 1, while Gemini-Q

and Gemini-T both reach ∼7s average latency and an average MOS
of ∼2.0 (Figure 11). As in the packet-loss case (§4.2), the root causes
are likely related to retransmissions and the requirement of in-order
delivery for reliable transport protocols. This happens because the
data to be sent is encoded at bitrates higher than what the network
can sustain: packets accumulate in queues, RTT inflates, and even-
tually timeouts or duplicate ACKs trigger retransmissions. This
also explains the large variance in inter-arrival times for Gemini-T
and Grok-T, as shown in Figure 10(b).
(2) Overly conservative bandwidth utilization. Figure 10(a) also re-
veals that applications tend to utilize bandwidth conservatively.
When the available bandwidth is 3 Mbps, applications such as
Grok-U and Yuanbao already begin to reduce their sending rate, even
though their normal operating rate under unconstrained networks
is below 1.7 Mbps. When the bandwidth is limited to 2 Mbps, almost
all applications send at or below 1 Mbps, with Grok-U, Gemini-T, and
Yuanbao reducing their throughput to around 0.5 Mbps. This behav-
ior is unlikely to be driven solely by congestion control, which
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Figure 11: Performance of the evaluated applications when replaying the cellular bandwidth traces released by Akamai [22]. (a)
Conversational latency, (b) end-to-end task accuracy, and (c) MOS.

generally attempts to utilize the available bandwidth [5]. Instead,
it appears to reflect an application-level design choice: the appli-
cations deliberately adopt a bitrate lower than the estimated band-
width. However, this approach leaves a substantial portion of the
available bandwidth underutilized.
Summary and Insights.Ourmeasurement study under constrained
bandwidth indicates that current applications are still at an early
stage in terms of bandwidth adaptation, exhibiting significant diffi-
culty in maintaining performance when uplink capacity is limited.
Their ABR strategies often prioritize video frame rate over video
quality, leading to long conversational latency and/or degraded
VLM inference accuracy. Moreover, they adopt conservative send-
ing rates that fail to fully utilize the available bandwidth. Taken
together with our earlier analysis (§4.2), we argue that an effective
design for video-based human–GenAI interaction should utilize
available bandwidth more efficiently to sustain high video quality
for VLM consumption, thereby preserving inference accuracy and,
in turn, providing a good overall user experience.

5 Discussion

Inspecting EncryptedMedia Pipelines.Given that all studied ap-
plications encrypt their traffic using TLS over TCP/H2 or QUIC/H3,

or DTLS over UDP/RTP, we cannot directly inspect the media pay-
load exchanged between the user and the GenAI backend. This
prevents us from knowing the exact transmitted media content,
such as the video codec, encoded resolution, compression level,
packetization behavior, number of frames per chunk, as well as
the applications’ internal adaptation logic under degraded network
conditions. In this paper, we therefore rely on traffic-level informa-
tion, such as throughput, frame/chunk inter-arrival times, packet
sizes, and protocol behavior, to infer transmission logic. Beyond
these measurements, side-channel information from other layers
of the network stack, such as IP headers [53], may also help char-
acterize encrypted media traffic. This direction is orthogonal to
our traffic-level analysis and could be combined with it to better
understand the internal operation of video-based conversational
GenAI applications.
Evolving Landscape. Video-based human–GenAI interaction is
still at a nascent stage, with platforms rapidly iterating on both ca-
pabilities and delivery architectures. Early deployments rely onmul-
timodal foundation models that integrate visual understanding and
real-time video reasoning, which are advancing at an exceptional
pace. As providers explore streaming-efficient vision–language
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models and on-device inference coordination, both network behav-
ior and user experience will evolve accordingly. Thus, our measure-
ments capture only an early snapshot of a quickly transforming
ecosystem. As these services evolve, provider-specific observations,
such as protocol choices, infrastructure deployment, conversational
latency, and inference accuracy, may change over time. Broader
insights into the interactions among network transport, video de-
livery, and VLM inference may be more durable, but should still be
revalidated as models and system architectures advance. Continued
longitudinal studies will be essential to validate whether current
design choices persist and revisit our findings as video-based con-
versational GenAI systems mature.
Evaluating VLM Capability Across Model and Task Dimen-
sions. Our measurement study focuses on deployed video-based
conversational GenAI applications and evaluates their behavior
mainly from a networking perspective. A complementary direction
is to study how the underlying VLM’s capability affects this type of
application. This can be achieved by leveraging open-source VLMs,
such as Qwen3-VL [3], and evaluating variants with different model
sizes (e.g., 2B, 4B, 8B, and 32B) under the same video inputs and
network conditions. One challenge is that many existing VLMs are
designed for finite video clips rather than continuous streaming
input. Therefore, fine-tuning or adapting them to support video
streaming may be necessary [68]. Another important direction is
to evaluate VLMs on a broader set of task types and video content,
which may exhibit different inference performance and sensitivity
to video quality and frame rate. Together, these directions would
complement our measurement study and provide a broader under-
standing of these applications from the model perspective.
Conversational Latency Decomposition.We measure conver-
sational latency as an end-to-end user-perceived metric, from the
end of the user’s audio prompt to the beginning of the GenAI audio
response. This metric captures the overall responsiveness expe-
rienced by users, but it combines multiple components, such as
uplink and downlink media transmission, audio processing (e.g.,
ASR), VLM inference, response generation, and speech synthesis.
Since the applications studied are black-box systems, we cannot
directly decompose latency into its individual stages. A promising
direction is to design controlled experiments that isolate the con-
tribution of each component. For instance, one could vary prompt
length or phonetic difficulty while keeping the video input fixed
to estimate the contribution of audio processing to the overall la-
tency. If the measured conversational latency increases with prompt
length or speech complexity, the audio-processing pipeline may
be a significant contributor; otherwise, VLM inference or backend
scheduling may dominate. Such latency decomposition would help
identify which system components should be optimized to improve
video-based human–GenAI interaction.

6 Related Work
Measurement of Real-Time Communication Applications. A
rich body of work has conducted network measurement studies
on various RTC systems, including video conferencing [6, 46, 57],
cloud gaming [28, 60, 69], immersive telepresence systems [15],
and social virtual reality platforms in the metaverse [13, 14, 39],
examining different aspects such as bandwidth demand, scalability,

and resiliency. More recently, Cheng et al. [10] studied audio-only
human–GenAI calling. In contrast, we examine a new class of RTC
applications that support real-time, video-driven interaction be-
tween humans and GenAI.
Measurement Study Related to Foundation Models. Emerging
measurement work has begun to examine how foundation models
and their ecosystems behave in the wild. Empirical analyses of LLM
application ecosystems expose pervasive data-collection practices
and privacy risks [66], while measurement of human–GenAI calling
services characterizes latency, traffic patterns, and service behaviors
for audio-driven interactions [10]. Other studies demonstrate novel
uses of language models as analysis tools, for example, leveraging
transformer-basedmodels to fingerprint Internet-connected devices
from scan data [52], and systematically evaluate both personal-
information extraction attacks and mitigation strategies against
LLM pipelines [38].
Optimizing VLM Inference. Recent efforts to accelerate VLM
inference emphasize reducing visual redundancy, improving multi-
modal fusion, and enabling more efficient processing. Techniques
such as SparseVILA [31] exploit visual sparsity by pruning or de-
coupling redundant tokens, lowering computation while preserving
accuracy. Systematic investigations [33, 35] highlight key structural
trade-offs, showing that inference-optimal VLMs may rely on fewer
visual tokens but larger overall parameter budgets. Further opti-
mization strategies include quantization for post-training compres-
sion [59], compatible token pruning for low-memory inference [70],
and accelerated visual encoders [58]. While these advances focus
on model-level optimizations of the inference pipeline, our work
measures real-world video-based conversational GenAI services,
providing empirical insights that complement these improvements.

7 Conclusion
In this paper, we presented the first systematic measurement study
of video-based human–GenAI conversational interaction. By de-
veloping a custom toolset to analyze five leading applications with
11 variants, we provided an end-to-end characterization of their
operational pipelines. Our measurements revealed substantial per-
formance challenges, including conversational latencies well above
natural turn-taking thresholds, modest and highly variable VLM
inference accuracy, and significant sensitivity to choices of net-
working protocols and video delivery strategies. We further demon-
strated that traditional video streaming heuristics, such as prioritiz-
ing stable frame rates, are oftenmisaligned with the requirements of
VLM-driven understanding, underscoring the need for a fundamen-
tal reevaluation of adaptation logic. We hope this study provides
both a foundation and a roadmap for future work on building VLM-
aware video delivery and network infrastructure that can support
the next generation of real-time human–AI interaction.
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